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Abstract
The present study examines the differences between acceptable and unacceptable instances of regular plurals inside compounds (e.g., Publications Catalogue vs. *rats eater).  It is proposed that regular plural nouns are acceptable inside compounds if they are abstract and able to support a heterogeneous interpretation.  These semantic properties are proposed to derive from the compounds' structure, which involves recursion from syntax back into compounding.  Grammaticality judgements provided by 44 adult English speakers showed that the acceptability of regular plurals inside compounds --even novel ones-- is tied to the proposed semantic properties of heterogeneity and abstractness.


Why compounds researchers aren't rats eaters: 


Semantic constraints on plurals inside compounds

Several recent studies in linguistics and language acquisition have focussed on a curious phenomenon in morphology concerning plurals inside compounds.  While irregular plurals tend to be acceptable inside compounds (e.g., teeth marks), cognate forms that have regular plurals are not (e.g., *claws marks) (Kiparsky, 1982, 1983).  This difference has been verified empirically in English-speaking adults (Senghas, Kim, Pinker & Collins, 1992) and in 3- to 5-year-old English-speaking (Gordon, 1985) and German-speaking children (Clahsen, Rothweiler, Woest & Marcus, 1992).  Curiously, the input that children receive concerning irregular plurals inside compounds is essentially non-existent (Gordon, 1985).  This suggests that the structures underlying children's compound formation may result from innate principles of morphology.

This phenomenon becomes even more puzzling when we consider that, not only is the language impoverished with regard to irregular plurals inside compounds, but there are also several counterexamples of regular plurals inside compounds such as Parks Commissioner, publications catalogue, new books shelf and so on.  The child is therefore faced with the task of learning a system where the data are either lacking or contradictory in many cases. This would severely challenge any generalized inductive system that might be proposed in an empiricist theory of language learning.

On the one hand, the child must see through the exceptions and make the right generalizations.  On the other hand, he or she must realize that there are exceptions and figure out how such exceptions might coexist with the general constraints on plurals inside compounds.  The problem of exceptions to general rules has been the subject of several recent investigations within learnability theory (Pinker, 1989).  There are many instances in language where there appears to be a general rule that is operative, yet in some cases that rule does not hold.  Baker (1979) originally posed this problem with regard to the dative alternation, where one finds cognate pairs in which one form allows the alternation, but the other does not ( e.g., give me the money, vs. * donate me the money).  Rejecting the notion that such difference might be explained semantically, Baker suggested that such alternations must be learned on an item-by-item basis.  This is often called "conservative learning".

Unfortunately, conservative learning does not allow the child to make generalizations beyond the evidence provided in the input.  However, in almost all cases, we find abundant evidence that children do overgeneralize such rules (Bowerman 1978, 1983, 1987; Mazurkewich and White, 1984; Gropen, Pinker, Hollander, Goldenberg & Wilson, 1989), and also that such rules are often applied quite freely to novel forms such as Xerox me the paper.  These facts have led researchers to look harder for more subtle distinctions between acceptable and unacceptable forms in such cases (Pinker, 1989).

In the present case, we are faced with a very similar problem.  The child must learn that regular plurals may sometimes occur inside compounds, but usually may not.  Again, one might propose a conservative learning strategy whereby the learner only accepts regular plurals inside compounds that have been witnessed in the input.  Unfortunately, the forms that are found to be acceptable are often very low frequency.  This means that the child not only might have to wait a long time to hear such forms, but may never hear certain forms if they are sufficiently rare.  Also, it appears to be the case that adults have intuitions about regular plurals inside compounds that are completely novel.  This leads to similar problems in accounting for acquisition on an item-by-item basis.

Perhaps more significantly, the item-by-item model suggests that people's intuitions are arbitrarily determined by the language input that they hear.  Hence, if one were simply to hear *claws marks enough times, then it should eventually sound acceptable.  For two people who have heard claws marks and other violations many many times in the last few years, we can testify that such intuitions do not change.  It would seem that we need a principled way to distinguish between grammatical and ungrammatical instances of regular plurals inside compounds.  

To reach a solution to this problem we first need to understand the constraints that restrict plurals inside compounds.  Kiparsky, who made the original observations on plurals and compounds, predicted the phenomena based on the theory of Lexical Phonology known as Level Ordering (Kiparsky, 1982, 1983).  In this theory, the contrast between teeth marks and *claws marks is explained by having word-formation processes ordered in their application, based primarily on the phonological properties associated with the rules.  

Irregular inflections occur at level 1, compounding at level 2, and regular inflection at level 3.  Level 3 regular plurals inside level 2 compounds constitute a violation of the ordering assumptions of the theory.  The theory was therefore successful in predicting this and many other phenomena in word formation that turned on the ordering of rules in the lexicon.

At the same time, Kiparsky (1982) recognized the existence of counterexamples to the constraint against regular plurals inside compounds.  He suggested that compounds like Human Services Administration could be formed through a recursive procedure.  English allows quite radical recursivity within compounding, as attested by examples like employee-of-the-month program, how-can-it-be-innate-if-it-needs-experience absurdity, or around-the-world flight (see Lieber, 1988).  In these constructions, complete syntactic phrases or even sentences take the internal position in the compound.  

If sentences can find their way into compounding through syntactic recursion, it is possible that regular plurals may occur in that position in precisely the same way.  In other words, regular plurals are applied on a first pass
 and the output of that process is then submitted to compounding on a second pass.  Therefore, the application of the plural is rather like the formation of phrases and sentences noted previously, which are also submitted to compounding at a later stage
.

While recursion from syntax seems to provide a mechanism for regular plurals to occur inside compounds, it also brings with it a series of problems.  To begin with, we need to show that the attested examples of regular plurals inside compounds are, in fact, recursive.  Moreover, once we allow such recursion, we must also explain why we cannot derive compounds like *rats eater or *claws marks through such a mechanism.   

With regard to the first issue, there is evidence in the literature that supports a link between regular plurals inside compounds and syntactic recursion, at least for a sub-set of counterexamples.  These are forms in which the plural noun inside the compound is modified by an adjective (e.g., equal rights amendment, new books shelf, American cars exposition).  Alegre and Gordon (1996) showed that the presence of the internal plural triggers a syntactic, recursive interpretation in children as young as 3 years of age.  

For the compound red rat eater, if red is not part of the compound as in (a), then the eater is the one that is red.  On the other hand, if the construction is recursive, then the adjective + noun form an NP syntactic constituent inside the compound, as in (b), then the rat is the one that must be red.  
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In Alegre and Gordon (1996), 3- to 5-year-olds were asked to point to the picture of a red rat eater or a red rats eater.  In the former case, they selected a picture showing an eater that was red.  In the latter case, they pointed to the picture in which the rats were red.

Adults have been found to display the same pattern of interpretation.  Senghas et al. (1992) asked adult English speakers to rate compounds such as modern city/cities guide in contexts that specified one of the two meanings associated with the alternative tree structures in (a) and (b).  When the interpretation of the compound did not involve syntactic recursion (i.e., a city guide that is modern), raters preferred the internal noun in singular form.  When the interpretation of the compound required a recursive structure (i.e., a guide of modern cities), the opposite pattern was observed. In this latter condition, subjects actually provided higher ratings for compounds containing regular plurals than for compounds containing singular nouns.

These studies on children and adults suggest at least part of a solution to the problem of exceptions to the no-plurals-inside-compounds constraint.   That is, when there is clear evidence for a syntactic phrasal structure within the compound, indicated by the presence of an adjective, then the exception appears to be licensed.  Assuming that recursion can be built in to the morphological organization of the child's grammar, then it is fairly straightforward to deal with the learnability problems.

Unfortunately, we are still left with the problem of finding a principled distinction between acceptable and unacceptable instances of regular plurals inside compounds when they are not preceded by adjectives.

Senghas et al. (1992) explored a variety of possibilities for distinguishing these cases.  First, they hypothesized that the ungrammaticality of regular plurals inside compounds might be restricted to synthetic compounds, where the non-head noun acts as an internal argument to the de-verbal head noun (e.g., *rats eater).  However, when adult subjects had to rate novel compounds with internal regular plurals, synthetic and non-synthetic compounds were rated as equally ungrammatical.

Next, Senghas et al. (1992) speculated that the acceptability of plurals inside compounds might depend on the plural noun receiving a collective interpretation, where the individuals denoted by the plural noun are acted on as a group rather than one at a time.  The authors suggested that such a collective reading might be characteristic of irregular plurals.  That is, a plural like teeth connotes something like "set of teeth" rather than simply more-than-one tooth.  Senghas et al. reasoned that if they could promote a collective interpretation for regular plurals inside compounds, grammaticality judgements should improve.  However, when compounds such as *rats eater were presented in contexts that forced a collective reading (i.e., specifying that the rats were being eaten as a group) grammaticality judgements improved only slightly.  Moreover, when compounds were presented in non-collective contexts, irregular plurals inside compounds were still rated as far more acceptable than their regular counterparts.

Finally, Senghas et al. investigated the effect of compositionality of meaning.  If regular plurals inside compounds are "marked" constructions, they may be more acceptable when associated with "marked", non-compositional meanings. In fact, ratings for regular plurals inside compounds did improve when the compounds were associated with non-compositional meanings.  However, these compounds were still rated as less acceptable than those containing irregular plurals.

In the present paper, we wish to consider the possibility that there may be semantic regularities among the attested cases of regular plurals inside compounds that were not examined by Senghas et al.  We noticed that there was a relatively small set of head nouns including list, catalogue, report, research, lab, department, which are overrepresented among the acceptable compounds containing internal regular plurals (e.g., counterexamples list, injuries list, publications catalogue, injuries report, qualifications report, compounds research, faces lab, emotions lab, parks department -- see Appendix A for a list of attested regular plurals inside compounds not fronted by adjectives).  What those head nouns seem to have in common is that they promote a heterogeneous interpretation for the internal noun.  That is, they highlight or make relevant, in some sense, a degree of diversity among the elements designated by the internal noun. 

We want to propose that compounds like faces lab  require a heterogeneous interpretation, where the plural -s adds the meaning "many types" rather than the standard "many individuals".  That would account for why faces lab is acceptable while *rats lab is not.  The former focusses on the perception of different types of faces, while the latter does not focus on the heterogeneity of rats but rather uses them as the subjects of the research thus being relatively homogenous in function.  

This also explains why it is hard to find any regular plural noun that would work with the head noun eater, used in many of the previous studies.  Eater does not promote heterogeneity of its internal argument.  On the other hand, agentives such as manager and coordinator may promote heterogeneous interpretations, and allow regular plurals (e.g., grants manager, programs coordinator).  Of course, not all of these contrasts are hard and fast, and there may be situations in which a noun could be construed as heterogeneous in some circumstances but not others.  For example, expertise in a particular area might more easily allow differentiation of types, and hence the use of regular plurals inside compounds might occur more often for that domain.  Thus, car mechanics might be more willing to speak of wheels manufacturing than laymen.

One of the appeals of heterogeneity as a semantic factor is that it has the potential for providing a link between semantic interpretation and morphosyntactic structure.  If we define Heterogeneous as indicating "many types", then this can be decomposed into the features [+plural] and [+generic].  We will elaborate on a mechanism for deriving heterogeneity in the Discussion section.

It seems to us that a heterogeneous reading may be a necessary condition for licensing a regular plural noun inside a compound, but it cannot be sufficient.  For example, nouns for plants and animals seem to sound odd as plurals inside compounds, even under heterogeneous readings (e.g., *animals research, ?flowers catalogue).  The heterogeneous nouns that are allowed as regular plurals inside compounds tend to be rather abstract, almost "theoretical" in nature (e.g. compounds research, qualifications report, injuries report -- see Appendix A).

The present study has two parts.  First, we explore whether head nouns that promote heterogeneous interpretations (e.g., list, catalogue, research, manager) actually lead to improved grammaticality ratings for regular plurals inside compounds.  Secondly, we investigate the separate and combined effects of the semantic properties of heterogeneity and abstractness on adult speakers' judgements for regular plurals inside compounds. 


Methods
Subjects
44 undergraduate students from the University of Pittsburgh participated in the study.  They received credit for their participation through the Introductory Psychology Subject Pool.

Materials
There were two sets of experimental items in the study plus one set of distractor items.  One set of items involved the manipulation of the head noun of the compound.  The other set of items manipulated the heterogeneity and abstractness of the compound as a whole.  While these were interspersed randomly within the same experiment, they are treated separately for data analysis.

Manipulation of the head noun:  We were interested in the extent to which the heterogeneity of the head noun in a compound may play a critical role in determining the acceptability of the plural non-head noun.  Twelve pairs of compounds were constructed such that each member of the pair shared the internal plural noun but had a different head noun (e.g., rocks research and rocks pile.  See Appendix B).  One member of the pair contained a head noun that should promote a heterogeneous reading: research, list, catalogue, contest, designer, manager, collector, exhibition and expert.  The other member of the pair did not promote such an interpretation.  These included: pile, room, attack, provoker, copier, binder, problem, recipe, maker, plucker and tanning (see below for verification of these properties).  Subjects were divided into two groups such that they rated only one compound from each pair.  For each subject, half of the items were heterogeneous and half were non-heterogeneous.

Heterogeneity and Abstractness:  For the second set of items, we were interested more generally in the roles of heterogeneity and abstractness in determining the acceptability of a plural non-head noun.  We constructed 32 compounds that varied with regard to these semantic properties.  Half of the compounds were Heterogeneous and half were Non-heterogeneous.  In these constructions, the heterogeneity was often less tied to the head noun than in the first part of the study (e.g., arbitrations policy, pets lover), since we were not so concerned with the specific function of the head but the compound as a whole.  Heterogeneity of items was crossed with abstractness in a 2x2 design with eight compounds in each cell.  Abstractness was specified by the non-head noun in this case (e.g., absurdities list, flowers box).  All items are listed in Appendix B.

Compounds were tested with both singular and plural non-head nouns.  These were divided between two groups.  Subjects in each group rated only one version of the compound, half of their items being singular and the other half plural.

Filler Items: There were 50 filler items: 16 grammatical compounds without plural (e.g., school bus);  16 ungrammatical compounds without plural (e.g., ear clean);  6 grammatical compounds with irregular plural non-heads (e.g., teeth marks); 6 grammatical compounds with pluralia tantum non-heads (e.g, blues band); and 6 ungrammatical compounds with pluralized mass noun non-heads (e.g, rices menu).  These were constructed so that there was a mixture of grammatical and ungrammatical, plural and non-plural within the constraints of the language.

Ratings of Experimental Items  

To ensure that the experimental items had the intended semantic properties, ratings were obtained from 4 raters, all graduate students in Psychology at the University of Pittsburgh.  Raters were blind with respect to our hypothesis and the purpose of the study and were given a definition of heterogeneity, and a few examples as follows:

"We want you to think about the meaning of the first noun in the context of the compound in which it appears.  We want you to rate these first nouns according to their HETEROGENEITY.  That is, in the context of a particular compound, does the first noun refer to a diverse set of elements or objects?  Does the compound as a whole focus on or highlight diversity in any way?  Does the first noun refer to many TYPES rather than many individuals?  Let's try to clarify what we mean by HETEROGENEITY with a few examples.  Consider the nouns spoons versus countries.  If we think about spoons without a context, the noun does not seem to be very heterogeneous:  we usually do not care about different types of spoons or differences among spoons --we just use them!  Countries, on the other hand, does seem to imply more of a sense of diversity: we can think about different types of countries, and we are usually very much aware of the fact that countries are very different from one another.  Notice however what happens when you embed the noun in a compound.  For example, spoons classification.  Classifying spoons necessarily implies focussing on differences among spoons, and thus the noun spoons seems to get more of an heterogeneous reading in this context than it would in isolation.  Other contexts work against heterogeneity rather than promote it.  Consider countries flooding for example:  the rain is unlikely to care about differences between countries!  In that way, whether a noun inside a compound gets a heterogeneous interpretation depends also on the characteristics of the context in which it appears (i.e., whether the context makes diversity relevant or not), rather than just on the characteristics of the noun itself."

For abstractness, the concept appears to be more widely known, but less easily defined and so we relied on the raters' own intuitions and did not provide any definition.  It might be argued that the items we chose were not strongly abstract in nature, and this was indeed the opinion of the raters (see below).  This is because strongly abstract words like truth and infinity often resist pluralization and are not frequently found inside compounds.  The kinds of abstract words found inside compounds and used in this experiment include some terms like fixtures and structures, which might be considered concrete in the sense of having a material referent.  However, a definition of abstract also includes a "... quality or attribute without reference to a particular example or object." (American Heritage Dictionary, 1969).  It appears that superordinates that are primarily functional in nature, such as fixtures and structures, have such a property, in contrast to more taxonomic superordinates like animals and toys.

a) Manipulation of the head:  Raters read the 12 pairs of items involving manipulation of the head.  They were instructed to select the compound in each pair they thought was more heterogeneous.  They were also asked to rate each of the compounds on a 7-point scale according to the degree of heterogeneity, with anchor points being labeled 1 = Non-heterogeneous, 7 = Heterogeneous.

The items that we had identified as heterogeneous were chosen by the raters 98% of the time (range: 91% to 100%) over those that we identified as non-heterogeneous.  The average rating for heterogeneous compounds was 6.3, while for non-heterogeneous compounds it was 2.2.

b) Heterogeneity and Abstractness:  Raters then read the 32 compounds used to investigate heterogeneity and abstractness.  They first classified these as either heterogeneous or non-heterogeneous.  They then rated them on the same 7-point scale for heterogeneity.  Following this, the raters read through the same 32 items a second time, in the same order.  Similarly, they classified the non-head noun as either concrete or abstract, and provided ratings for abstractness on a 7-point scale (1 = concrete; 7 = abstract).

For the heterogeneous versus non-heterogeneous classifications, the raters judgments were 82.7% in agreement with ours (raters range: 78.1% to 84.4%; SD: 19%).  The mean rating on the 7-point scale for heterogeneous compounds was 5.2, while for non-heterogeneous compounds it was 2.3.  It should be noted that the agreement levels for the categorical judgments of heterogeneity might underestimate the actual agreement if the underlying scale is continuous and the criterion value for categorizing an item as heterogeneous varies across the raters and ourselves.  If, instead, we take a median split of the 7-point ratings, the above and below agreement increases to 87.5%.  Items on the wrong side of the median split were never more than 2 ordinal positions from the median out of 32 items.

Classifications for abstract versus concrete resulted in 80.5% agreement with our assignments (raters range: 75% to 84.4%; SD: 16%).  For the 7-point scale, the mean rating for abstract compounds was 4.3, while for concrete compounds it was 1.5.  Agreements based on median-splits were again 87.5%.  Once again, items on the wrong side of the median split were never more than 2 ordinal positions from the median.  While the abstract compounds were rated as significantly more abstract than the concrete ones, they were judged to be only moderately abstract.  When asked, the raters felt that a rating of 7 should only correspond to prototypically abstract nouns such as truth or infinity which, as noted previously, resist pluralization and are not often found in compounds.

Procedure
Compounds were presented in a paper and pencil questionnaire format.  In order to restrict the range of interpretations for the items, each compound was presented embedded in a short sentence. These sentences were neutral with respect to the semantic properties of heterogeneity and abstractness.  To avoid confusion in the identification of the target compounds, these were presented in upper case and highlighted (e.g., Susan works as a GRAPHS DESIGNER). Subjects were instructed to provide two ratings for each compound: one for grammaticality and one for familiarity.  Familiarity ratings were included to make sure that differences in grammaticality ratings responded to the hypothesized semantic factors, rather than simply differential exposure or familiarity with the items selected
.  The instructions were as follows:

"This is an experiment on people's intuitions about word structure.  You will read a list of Compound words in the context of short sentences.  Compounds are words that are constructed by combining other words together.  For example, the compound TRUCK DRIVER consists of the two words: TRUCK and DRIVER.

Some of the compounds you read will sound natural, like TRUCK DRIVER, whereas others will sound distinctly odd, like DROVE TRUCKER.  Sometimes compounds will sound sort of okay, but somewhat odd.  Although the compounds would be presented inside short sentences, we want you to base your judgements on THE COMPOUND ONLY.  The compounds will be the words presented in BOLD CAPITAL LETTERS.

When you read the compounds in the test, we would like you to judge how natural these sound on a scale from 1 to 7, where 7 means "very natural sounding" (e.g., TRUCK DRIVER) and 1 means "very unnatural sounding" (e.g., DROVE TRUCKER).

We want you to base your judgements on your own intuitions of everyday speech and not necessarily on what is "proper" or "standard" English grammar.  We are not looking for "right" or "wrong" answers in this experiment, but rather we are interested in your intuitions based primarily on "gut feelings".  And remember, you are judging just the part in bold, capital letters, not the whole phrase. 

Secondly, we would like you to tell us how familiar the compounds are to you.  That is, do you think you may have heard or used them before?  The following rating system would be used:

1
I'm sure I have not heard/used this compound before.

2
I think I haven't heard/used this compound before.

3
I don't know.

4
I think I have heard/used this compound before.

5
I'm sure I have heard/used this compound before.

Finally, do not worry if you give similar ratings to many of the compounds.  If the previous 3 or 4 compounds sounded kind of O.K., that does not mean that the next one must be odd!!

Make sure you understand these instructions before you start the test.  If you have any questions, please ask the experimenter.

Remember to do both ratings for each of the compounds.  If you are not sure, take your best guess, but do not skip any of the questions."

The instructions were followed by three practice trials.  In order to make sure that subjects would provide independent judgements for grammaticality and familiarity, one of the practice trials involved a compound in which the two ratings are expected to differ:  Tom put SPIDER TRAPS all over his home.  Subjects were pointed out that while the compound might be novel, and even somewhat unusual in meaning, it may be exactly what one would use to refer to traps designed to catch spiders.


Results
Manipulation of the head
For these items, the non-head noun was a regular plural, and the head noun either promoted heterogeneity or did not.  Analyses by subjects (F1) were within subjects, and analyses by items (F2) were between subjects.  

Compounds with heads that promoted heterogeneity were rated as significantly more grammatical than compounds with heads that did not promote heterogeneity (Mean grammaticality ratings: 4.29 vs. 3.29; F1(1,43) = 49.77, p < .0001; F2(1,11) = 7.8, p < .05; Min F'(1,16) = 6.74, p < .05).  This suggests that the heterogeneous properties of these head nouns license the use of plurals inside compounds.

However, there is an alternative explanation for these data that needs to be considered.  Subjects may have never seen the items with heads that do not promote heterogeneity before, but they may be familiar with the heterogeneity promoting compounds.  In order to rule out this possibility, we excluded all observations in which subjects rated an item as familiar (i.e., ratings of 4 and 5 in the familiarity scale, which indicate "I think I have heard/used this compound before" and "I'm sure I have heard/used this compound before", respectively).  These constituted only 15% of the observations (79 observations in total: 33 from compounds with non-heterogeneous heads; 46 from compounds with heterogeneous heads).  The same analysis was performed on the remaining 85% of the observations in which the compounds were rated as unfamiliar.  As one would expect, the exclusion of the familiar compounds decreased the mean acceptability ratings for both groups (Heterogeneous heads: 4.03; non-heterogeneous heads: 3.04), but the advantage of the heterogeneous heads remained highly significant (F1(1,43) = 28.09, p < .0001; F2(1,11) = 8.12, p <.05; Min F'(1,19) = 6.3, p < .05).

Heterogeneity and Abstractness
We next examined the separate and combined effects of heterogeneity and abstractness on grammaticality judgements for compounds as a whole, rather than focusing on the properties of the head noun alone.  For the subject analysis, the within-subject factors were Plurality, Heterogeneity and Abstractness.  For the item analysis, Plurality was a within-item factor, while Heterogeneity and Abstractness were between-item factors.

Means and standard deviations for these analyses are shown in Tables 1 and 2.  There was a significant main effect for Plurality (F1(1,43) = 214.35, p < .0001; F2(1,31) = 149.64, p <.0001; Min F'(1,68) = 88.12, p < .0001).  Overall, singulars were rated as more grammatical than plurals (Mean grammaticality ratings: 6.25 vs. 4.2).  This reflects the basic phenomenon that people resist placing regular plurals inside compounds, preferring the singular form.

----------------------------------------------------------

INSERT TABLES 1 and 2 ABOUT HERE

------------------------------------------------------------

There was also a significant main effect for Heterogeneity (F1(1,43) = 66.95, p < .0001; F2(1,31) = 8.24, p < .01; Min F'(1,40) = 7.34, p < .01).  Heterogeneous compounds received significantly higher grammaticality ratings than non-heterogeneous compounds (Mean grammaticality ratings: 5.57 vs. 4.88).  The main effect for Abstractness was significant only on the subject analysis (F1(1,43) = 5.35, p < .05; F2(1,31) = 1.12, p = .3).  In both cases, the trend was for abstract compounds to get higher ratings than concrete compounds (Mean grammaticality ratings: 5.35 vs. 5.1).

For present purposes, we are interested in whether the overall advantage for Heterogeneity and Abstractness results from the specific advantage these properties impart when the compound contains a regular plural.  Thus it is more important to consider the interaction of plurality with these variables.

The Plurality by Heterogeneity interaction was significant in the subject analysis (F1(1,43) = 5.09, p <.05) but not the item analysis (F2(1.31) = .62, p = .44).  The effect here was relatively weak since both singulars and plurals received higher ratings when they were heterogeneous.  However, Heterogeneity as a factor seemed to have a greater effect on grammaticality ratings among plurals than among singulars, which resulted in the significant interaction in the subject analysis.

The Plurality by Abstractness interaction was significant for both subjects (F1(1,43) = 69.65, p <.0001) and items (F2(1,31) = 18.40, p <.0005) (Min F'(1,49) = 14.55, p < .0005). While singulars received higher grammaticality ratings when they were concrete, plurals received higher ratings when they were abstract.  This shows that abstractness specifically helps the ratings of compounds containing regular plurals.

The Heterogeneity by Abstractness interaction was also significant (F1(1,43) = 72.16, p < .0001; F2(1,31) = 6.2, p < .05; Min F'(1,38) = 5.71, p < .05). While non-heterogeneous compounds were rated higher when they were concrete, heterogeneous compounds received higher ratings when they were abstract.  Again, since this analysis does not separate singular vs. plural forms, its significance can only be considered within a 3-way analysis of all of the factors.

The Plurality by Heterogeneity by Abstractness interaction was significant by subjects and items (F1(1,43) = 25.13, p < .0001; F2(1,31) = 5.87, p < .05; Min F'(1,47) = 4.76, p < .05).  This interaction is illustrated in Figure 1.  In this figure, a score of 4 is the mid-point on the grammaticality scale.  As can be seen, singulars were perceived as grammatical regardless of their semantic properties.  However, plurals were judged as grammatical only when they combined the properties of Heterogeneity and Abstractness.

----------------------------------------------------------

INSERT FIGURE 1 ABOUT HERE

------------------------------------------------------------

Most important for testing our hypothesis were the effects of Heterogeneity and Abstractness when considering just the compounds containing regular plurals.  If we restrict the analysis to plurals only, both Heterogeneity and Abstractness had significant main effects (Heterogeneity: F1(1,43) = 53.36, p < .0001; F2(1,31) = 5.96, p < .05; MinF'(1,39) = 5.36, p < .05. Abstractness: F1(1,43) = 30.36, p < .0001; F2(1,31) = 8.37, p < .01; Min F'(1,49) = 6.56, p < .05).  However, as figure 1 illustrates, these main effects are carried entirely by the combination of Heterogeneity and Abstractness, which is shown by the significant interaction of these factors (F1(1,43) = 55.53, p < .0001; F2(1,31) = 8.89, p < .01; Min F'(1,42) = 7.66, p < .01).

Compounds containing regular plurals that were both heterogeneous and abstract were rated very high in acceptability (Mean = 5.6).  This was within the range of values observed for singulars (5.6 to 6.7), and was actually higher than those for compounds containing irregular plurals used as filler items (mean = 4.9), which are generally considered to be acceptable.  This difference was significant by subjects but not items (F1(1,43) = 13.95, p < .001; F2(1,13) = 1.59, p = .23).  If one uses these two classes of items as a benchmark for ratings of grammatical compounds, then clearly the ratings for heterogenous abstract compounds were within the grammatical range.

On inspecting lists of attested compounds containing regular plurals, as in Appendix A, it becomes clear that many of these items have internal nouns that are relatively long.
  It is possible that length rather than heterogeneity or abstractness is responsible for the observed effects.  In other words, the effect might be phonological rather than semantic.  The items used in the present study were not tightly controlled for length.  Number of syllables in the internal noun was completely uncorrelated with Heterogeneity (r = 0) but was moderately correlated with Abstractness (r = .136).  In order to assess the influence of length we added it as a variable to the model.  Length only had a significant effect on the subject analysis (F1(1,43) = 5.86, p < .05; F2(1,31) = 1.25, p = .27; Min F'(1,44) = 1.03, p = .32).  Moreover, the results for Heterogeneity and Abstractness remained the same when the effect of length was partialed out (Heterogeneity: F1(1,43) = 56.64, p < .0001; F2(1,31) = 6.0, p < .05; Min F'(1,38) = 5.42, p < .05; Abstractness: F1(1,43) = 27.98, p < .0001; F2(1,31) = 7.34, p < .05; Min F'(1,47) = 5.81, p < .05; Heterogeneity x Abstractness: F1(1,43) = 30.7, p < .0001; F2(1,31) = 5.91, p < .05; Min F'(1,43) = 4.96, p < .05).

As in the analysis of the first part of the study (manipulation of the head), it was important to ensure that the observed effects did not simply reflect differential familiarity with the items.  To be sure of this, we performed a second set of analyses where we excluded all observations in which subjects rated an item as familiar (4 or 5 on the familiarity scale).  For plural compounds, this excluded 162 responses, which constituted 23% of the observations: 61 for Heterogeneous Abstract; 31 for Heterogeneous Concrete; 27 for Non-Heterogeneous Abstract; 42 for Non-Heterogeneous Concrete.  Because of these exclusions, three subjects provided no observations for at least one cell.  We therefore estimated the values by using group means for those cells.

When the analysis was performed on unfamiliar plural compounds only, the results were virtually identical to the previous analysis (Heterogeneity: F1(1.43) = 52.65, p < .0001; F2(1,31) = 6.63 p < .05; Min F'(1,40) = 5.89, p < .05; Abstractness: F1(1,43) = 36.78, p < .0001; F2(1,31) = 11.12, p < .005; Min F'(1,51)= 8.54, p < .01; Heterogeneity x Abstractness: F1(1,43) = 54.49, p < .0001; F2(1,31) = 5.96, p < .05; Min F'(1,39)= 5.37, p < .05).  Means go down slightly when familiar observations are excluded (Heterogeneous abstract: 5.16; heterogeneous concrete: 3.29; non-heterogeneous abstract: 3.33; non-heterogeneous concrete: 3.25).

For the singular compounds, 56% of the items were rated as familiar.  We could not run a subject analysis excluding this many data points, but we did rerun the item analysis.  When familiar items were excluded, neither Heterogeneity nor Abstractness had a significant effect (Heterogeneity:  F2(1,31) = 1.02, p = .32; Abstractness: F2(1,31) = 2.28, p = .14).  Again, means go down slightly when familiar observations are excluded (Heterogeneous abstract: 5.79; heterogeneous concrete: 5.83; non-heterogeneous abstract: 5.33; non-heterogeneous concrete: 5.93).  We were concerned about excluding such a large percentage of the data.  In order to avoid this problem, we ran an alternative analysis where we partialed out the effect of familiarity from the data rather than excluding familiar observations.  Abstractness had a significant effect on the ratings for singular compounds by subjects but not by items (F1(1,43) = 4.47, p < .05;  F2(1,31) = .14, p = .7).  Heterogeneity was once again not significant (F1(1,43) = 3.6, p = .07; F2(1,31) = .40, p = .54).  Earlier, we noted that the Heterogeneity x Plurality interaction was significant only in the subject analysis, not the item analyses.  The lack of significance on the item analysis might be taken to indicate that Heterogeneity improves the ratings of both singular and plural compounds.  This is somewhat troubling for our present account since it might indicate that Heterogeneity generally improves the acceptability of compounds, not just plural compounds (although this is not indicated on the subject analysis).  In the analyses controlling for familiarity, we find that effects of Heterogeneity remain strong for the plurals, but disappear for the singulars.  This indicates that whatever advantage there was for heterogenous forms in the singular compounds was primarily due to those compounds being more familiar rather than more 

acceptable per se.


Discussion
The results of this study have supported our hypothesis that heterogeneity and abstractness play a critical role in determining the acceptability of regular plurals inside compounds.  In the first manipulation, we confirmed the intuition that certain head nouns that promote heterogeneity play a critical role in licensing regular plurals inside compounds.  This effect is not restricted to familiar compounds, but rather appears to be a productive generalization about these particular head nouns.  This explains why they are overrepresented in the attested cases of regular plurals inside compounds in everyday language (see appendix A).

Second, when we considered heterogeneity and abstractness of the compound as a whole, we found that it was necessary to have both of these factors present to license the regular plural inside the compound.  Again, this supports the hypothesis that these factors play a role in such licensing, with the added information that their effect is interactive rather than additive.

The more challenging problem remains, which is to explain why these factors might play a role in licensing exceptions to a pervasive generalization about plurals and compounds.  There are basically two kinds of explanations in such cases: deductive and inductive.  The deductive explanation attempts to derive the generalization from the systematic properties of the language which are independently motivated.  So, for example, one would look to the properties of the rules and their interactions to determine whether the licensing features [+abstract] and [+heterogeneous] can be derived in some principled way.

An inductive explanation focusses on generalizations generated by association or other mechanisms that rely on frequency and similarity to define patterns of regularity.  In the present case, an inductive mechanism might focus on the learning of exceptions.  For example, the learner might notice that many of the examples of plurals inside compounds in their language input possess the properties of abstractness and heterogeneity, generalize this to other cases, and thus derive the relevant licensing function.

When weighing these two options, it is important to bear in mind the distinction between discovery and justification.  In the case of the inductive explanation, one is essentially restricted to accounting for the discovery process (i.e., the learning procedure), while the justification for the exceptions is left mysterious.  In other words, it is not possible to explain why abstractness and heterogeneity happened to be the relevant features except that those are the ones that are prevalent within the exceptional cases.  Therefore, such regularity has to be seen as essentially accidental.

On the other hand, a deductive explanation can provide both discovery and justification if we assume that acquisition is deductive.  The same principles that derive the features of abstractness and heterogeneity in the justification of the exceptions can also provide an account for the discovery of those features if we assume that the learner is tuned into the general deductive properties.

Of course there is also the possibility of a hybrid account, where the justification of exceptions is derivational but their discovery is either fully inductive, or part inductive and part deductive.  To the extent that the input to the learner is impoverished or underdetermined, then this places the burden on a more deductive account,
 since the inductive model relies on relatively high input frequencies to make appropriate generalizations.

Deriving Abstractness and Heterogeneity
In attempting to motivate the abstractness feature in licensing plurals inside compounds, we can look to other cases of exceptional morphology for comparison.  Aronoff (1982) and Pinker (1989) point out that less productive word-formation patterns call attention to themselves when used, and hence are frequently employed to indicate that the intended meaning is specialized or technical.  Aronoff (1982) calls this pragmatic effect foregrounding.  For example, the suffixes ‑ness and -ity are roughly synonymous ways of converting an adjective into a noun, but -ity is much less productive than -ness.  Thus, academic language tends to select the suffix -ity, generating forms like relativity or productivity that have technical meanings in physics and linguistics that the mere relativeness or productiveness would fail to convey (Pinker, 1989).

In the present case, regular compounding is much more productive than compounding through syntactic recursion.  It is possible that the observed contrast between concrete versus more abstract plurals inside compounds is a consequence of this general pattern of using less productive word formation devices to highlight specialized, technical terms.

How can we derive heterogeneity as a factor licensing plurals inside compounds?  One place to start is by breaking down this notion into more primitive concepts.  Since heterogeneity denotes "different types", this can be captured by the combination of the features [+plural] and [+generic] -- if there is more than one type, then they are necessarily different.

It is interesting to note, in this context, that nouns inside compounds are always generic, denoting types rather than tokens (Di Sciullo & Williams, 1987).  That is, in a compound like rat eater, rat does not refer to any specific individual but alludes to the type, rat.  It has often been proposed that common nouns like rat start out generic in the lexicon, and then loose that property in syntax when used in constructions such as that rat (Di Sciullo & Williams, 1987).  It might be hypothesized that the [+generic] feature comes automatically from the bare lexical form and combines with the [+plural] feature from the plural inflection.

An unfortunate corollary of this proposal is that it predicts that irregular plurals inside compounds should also be heterogeneous, since they would also combine generic and plural features.  However, mice infested, teeth marks and so on do not seem to indicate different kinds of mice or teeth.  Therefore, the mechanism must somehow distinguish between regular and irregular plurals inside compounds when they combine with generic features.

One way to derive this difference is to hypothesize that generic features are not only present in lexical forms, but that they are also assigned by the compounding process.  That is, the internal noun of a compound is constrained to be generic.  Following standard assumptions about feature percolation (Chomsky, 1981), or feature "matching" (Anderson, 1992), a generic feature is assigned to the head of the internal constituent.  It is standardly assumed that, in English, the head of a word is the rightmost element (Williams, 1981).  For an irregular plural like mice, the head is mice itself.  For a regular plural like rats, the head is the affix -s.

Notice that assigning the generic feature to mice is redundant since mice is already generic from its lexical status (Di Sciullo & Williams, 1987).  However, -s is not inherently generic, and by assigning the generic feature and combining with the plural feature, this now leads to a new function for the -s affix, i.e., heterogeneous.

One other prediction on this account is that one should not derive a heterogeneous reading for a regular plural inside a compound when the internal noun is modified by an adjective, as in red rats eater (Alegre & Gordon, 1996; Senghas et al., 1992).  This is because the internal constituent (red rats) is not a word but a phrase.  Hence, the head of the internal constituent is rats, which, like mice, is already generic.  This prediction appears to be borne out in that red rats eater does not require the red rats to be generic; similarly, a new books shelf could contain all copies of the same book.

In the last two sections, we have discussed how abstractness and heterogeneity are each motivated theoretically.  We must note that this account does not necessarily predict that these two factors should interact, as we found in the data from this study.  However, such an interaction follows if both conditions are necessary, but perhaps not individually sufficient to promote grammaticality.  In addition, both abstractness and heterogeneity are postulated to follow from the same recursive mechanism.  For example, it could be the case that heterogeneity of meaning is generated through that recursive mechanism, and then only those forms that are abstract are found to be acceptable through the foregrounding mechanism.

Induction
Let us say that the above provides the outlines for a deductive basis for abstractness and heterogeneity in licensing regular plurals inside compounds.  As noted earlier, such a derivation might only speak to the justification of such constraints, not necessarily to the discovery process.  Hence, children could acquire the relevant constraints through a more inductive type of learning procedure.  Such an account of the acquisition process would be problematic if it could be demonstrated that the inductive basis for the relevant generalizations was severely impoverished.

This type of argument has been used to militate against an inductive basis for the acquisition of the general constraint prohibiting regular plurals inside compounds while allowing irregular plurals (Gordon, 1985).  In the present case, we are unsure of two things: What do children know and when do they know it?  There are currently no data on whether children know that abstract, heterogeneous regular plurals can occur inside compounds.  However, given that these compounds tend to be academic, technical, political, administrative or scientific, it seems unlikely that very young children engage in much discourse containing such terms.  The question becomes whether their knowledge of the abstract constraints waits on the gradual accumulation of data, or if it occurs with relatively little experience with the relevant compounds.  Such questions cannot be answered until we know more about when these constraints are acquired.  Therefore the jury is still out on whether an inductive or deductive account best captures the discovery procedure in the present case.
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References
Alegre, M. and Gordon, P. (1996).  Red rats eater exposes recursion in children's word formation.  Cognition, 60, 65-82.

Anderson, S.R. (1992). A-Morphous Morphology. Cambridge: Cambridge 
University Press.

Aronoff, M. (1982)  Potential words, actual words, productivity and frequency.  In S. Hattori and K. Inoue (Eds.).  Proceedings of the Thirteenth International Conference of Linguistics.  Tokyo, CIPL.

Baker, C.L., (1979) Syntactic theory and the projection problem. Linguistic Inquiry, 10, 533‑581.

Borer, H. (1988).  On the parallelism between compounds and constructs.  Yearbook of Morphology, 1, pp. 45-66.

Bowerman, M. (1978).  Systematizing semantic knowledge: changes over time in the child's organization of word meaning. Child Development, 49, 977-987.

Bowerman, M. (1983).  How do children avoid constructing an overly general grammar in the absence of feedback about what is not a sentence? Papers and Reports on Child Language Development, 22. Stanford Calif.: Stanford University Department of Linguistics.

Bowerman, M. (1987).  Commentary:  Mechanisms of Language Acquisition.  In B. MacWhinney (Ed.):  Mechanisms of Language Acquisition. Hillsdale, NJ:  Erlbaum.

Chomsky, N.A. (1981). Lectures on government and binding. Dordrecht, Holland:  Foris.

Clahsen, H., Rothweiler, M., Woest, A. & Marcus, G.F. (1992). Regular and irregular inflection in the acquisition of German noun plurals.  Cognition, 45, 225-255.

Di Sciullo, A.M. & Williams, E. (1988).  On the definition of word.  Linguistic Inquiry Monograph, 14, Cambridge, Mass:  MIT Press.

Gordon, P. (1985).  Level ordering in lexical development.  Cognition, 21, 73-93.

Gropen, J., Pinker, S., Hollander, M., Goldberg, R. & Wilson, R. (1989).  The learnability and acquisition of the dative alternation in English.  Language, 65.

Kiparsky, P. (1982).  From cyclic phonology to lexical phonology.  In H. van der Hulst and N. Smith (Eds.).  The structure of phonological representations (Part 1).  Dordrecht, the Netherlands: Foris Publications.

Kiparsky, P. (1983) Word-formation and the lexicon.  In F. Ingemann (Ed.).  Proceedings of the 1982 Mid-America Linguistics Conference.  University of Kansas, Lawrence, Kansas.

Lieber, R. (1988).  Phrasal compounds in English and the morphology-syntax interface.  Papers from the Parasession on Agreement in Grammatical Theory, CLS, 24, pp. 202-222.

Mazurkewich, I. & White, L. (1984).  The acquisition of the dative alternation:  unlearning overgeneralizations.  Cognition, 16, 261-283.

Pinker, S. (1989).  Learnability and cognition: the acquisition of argument structure. Cambridge Mass: MIT Press.

Sadock, J. (1991).  Autolexical Syntax.  Chicago, IL: Chicago University Press.

Selkirk, E.O. (1982) The Syntax of Words.  Cambridge Mass: MIT Press.

Senghas, A., Kim, J.J., Pinker, S. and Collins, C. (1992).  Plurals-inside-compounds: morphological constraints and their implications for acquisition.  Unpublished manuscript.

Shibatani, M. & Kageyama, T. (1988).  Word formation in a modular theory of grammar:  A case of post-syntactic compounding in Japanese.  Language, 64, 451-484.

Williams, E. (1981). On the notions "lexically related" and "head of a word".  Linguistic Inquiry, 12, 245‑274.


APPENDIX A


Attested regular plurals inside compounds not fronted by Adjective.
assists record (NBA)

awards ceremony

buildings inspector

centuries-old

claims applications

compounds research

decades-long

dissertations shelf

drinks cabinet

emotions lab

faces lab

gimmicks war

grants management

injuries list

injuries report

landmarks commission

letters policy

manuscripts editor

materials handling

morphemes project 

parks commissioner

parts distributor

parts guarantee

parts suppliers

parts warranty

profits estimate

programs coordinator

publications catalogue

qualifications report

qualifications test

rocks lab

skills gap

supplies buyer

Note.  From Senghas et al. (1991), Selkirk (1982), Kucera & Francis (1967) and our own recorded observations.



APPENDIX B  Experimental Items

Manipulation of the Head
Heterogeneous Head
Biscuits contest

Accidents list

Additions research

Graphs designer

Dissertations catalogue

Problems manager

Publications catalogue

Rocks research

Feathers collector

Baskets exhibit

Lions expert

Faces research



  Non-Heterogeneous Head
Biscuits recipe

Accidents provoker

Additions problem

Graphs copier

Dissertations binder

Problems maker

Publications pile

Rocks pile

Feathers plucker

Baskets room

Lions attack

Faces tanning

Heterogeneity and Abstractness 

1.
Heterogeneous Abstract    

Account(s) manager

Fixture(s) supplier

Absurdity(es) list

Record(s) department

Code(s) catalogue

Market(s) expert

Regulation(s) booklet

Arbitration(s) policy

2.
Heterogeneous Concrete
Table(s) designer

Bug(s) exterminator

Pet(s) lover

Car(s) show

Appliance(s) catalogue

Animal(s) research

Book(s) editor

Machine(s) list

3.
Non-Heterogeneous Abstract
Park(s) commissioner

Pattern(s) repetition

Report(s) pile

Structure(s) demolition

Rotation(s) mechanism

Domain(s) marking

Feature(s) matching

Copy(es) production

4.
Non-Heterogeneous Concrete
Amplifier(s) repairing

Toy(s) basket

Airplane(s) hangar

Angel(s) painting

Ambulance(s) route

Banana(s) eater

Flower(s) box

Monster(s) invasion

Table 1 Mean Grammaticality Ratings for Plural Compounds 
(SD in parenthesis)

Heterogeneous
Non-Heterogeneous

TOTAL

Abstract


5.6


3.78


4.69

(0.74)


(1.38)


(1.06)

Concrete


3.63


3.81


3.72

(0.86)


(0.62)


(0.74)

TOTAL


4.61


3.79


4.21

(0.80)


(1.00)


(0.90)

Table 2  Mean Grammaticality Ratings for Singular Compounds 

(SD in parenthesis)

Heterogeneous
Non-Heterogeneous

TOTAL

Abstract


6.39


5.64


6.01

(.48)


(1.05)


(0.76)

Concrete


6.66


6.3


6.48

(.32)


(.65)


(0.48)

TOTAL


6.52


5.97


6.25

(0.40)


(0.85)


(0.62)
         

 Figure 1  The effects of heterogeneity and abstractness on acceptability ratings for compounds


[image: image1.wmf]0

1

2

3

4

5

6

7

8

Non-Het Conc

Non-Het Abs

Het Conc

Het Abs

Compound

Acceptability Ratings

Singular

Plural


�.	There is some disagreement as to whether regular inflection is a lexical or a syntactic process.  For our purposes we assume that it is either syntactic or is at some interface between lexicon and syntax.  


�.	More rigorously, what we are talking about here is a non-linear relationship between syntax and compounding.  Whether the right way to describe this is in terms of recursion, or in models of Parallel Morphology (Borer, 1988; Shibatani & Kageyama, 1988; Sadock, 1991) remains an open question.


�.	Notice that this is a highly conservative criterion, given that subjects have been shown to have difficulty recognizing novel words as such when they are formed through productive word-formation processes (Aronoff, 1983).


�.	The analysis on internal noun length was suggested by Annie Senghas.


�.	In developing the materials for the experiment, it was very difficult to come up with items that were abstract and non-heterogenous.  Therefore, the items that we ended up with were somewhat contrived and hence unfamiliar.  They were also rated as somewhat less acceptable by subjects, as indicated by the "dip" for this condition in Figure 1.  Since these constituted one half of the non-heterogenous items, this explains the confound between heterogeneity and familiarity for the singular compounds.


�.	It is also possible that underdetermination can indicate strong innate knowledge or some kind of parameterized selection process commonly called "abduction".  However, within the context of the present discussion, we find it quite implausible that the licensing of these exceptions is the result of evolution.
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